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Abstract

Over 20 million people worldwide lose speech following stroke or Parkinson’s disease, yet many
cannot access current brain-computer interfaces (BCI) due to surgical risks or contact sensitivi-
ties. We demonstrate contactless optical decoding of binary inner speech (‘yes’ versus ‘no’) using
laser speckle-pattern analysis. Speckle-pattern dynamics were recorded at 1000 fps from the scalp
overlying Broca’s area during silent inner speech in 10 healthy volunteers. Deep learning models
were trained on millions of video frames using a self-supervised long-video masked autoencoder
(LV-MAE) for representation learning, followed by lightweight classifier adaptation requiring only
one minute of subject-specific calibration per class. Classifiers achieved a mean AUC of 0.97 and
an accuracy of 95.7% on 40 ms inputs (10-fold cross-validation, 3180 s of balanced recordings).
LV-MAE representations proved effective for speckle-based cortical decoding. Forehead controls
showed below-chance classification, supporting the cortical origin of the signal. Model rank order-
ing remained stable across recordings obtained on the same day for 10 participants. In the one sub-
ject retested after one month, 1 s decoding showed a slight decline in accuracy (98.53% — 87.1%,
after threshold recalibration using 1 s of data per class) while AUC remained unchanged. These
findings demonstrate a proof of concept for a contactless binary inner speech decoding in healthy
volunteers. Translation to real-world BCI applications will require clinical validation in patient
populations and an extension beyond binary vocabulary.

1. Introduction

Brain—computer interfaces (BCls) are being developed to restore communication with individuals who
lost the ability to speak: with amyotrophic lateral sclerosis (ALS), dysarthria following a stroke, or
advanced Parkinson’s disease (PD). Stroke affects over 10 million people annually, leaving 89 million
survivors worldwide [1], of whom over 20% experience dysarthria at six months’ post-stroke [2],and
PD affects over 10 million globally, with about 90% experiencing speech impairment during the course
of illness [3, 4]. Many such patients lose reliable means of verbal communication as the disease pro-
gresses, creating an urgent need for alternative communication pathways. Current BCI systems range
from invasive neuro-prostheses to non-invasive approaches. Yet, there remains a critical need for contact-
less, portable, and affordable communication without the use of implants or touch-based head-mounted
SEensors.

Invasive BCIs based on electrocorticography or intracortical arrays brought remarkable progress,
enabling continuous speech decoding, brain-to-text communication, and avatar-based articulation in

© 2026 The Author(s). Published by IOP Publishing Ltd


https://doi.org/10.1088/2515-7647/ae869f
https://crossmark.crossref.org/dialog/?doi=10.1088/2515-7647/ae869f&domain=pdf&date_stamp=2026-7-27
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/
https://orcid.org/0009-0003-4707-9561
mailto:natalya.segal@gmail.com
https://doi.org/10.1088/2515-7647/ae869f

10P Publishing

J. Phys. Photonics 8 (2026) 035025 N Segal et al

paralyzed individuals [5—11]. Non-invasive methods are also advancing—recent work has shown that
EEG and MEG signals can be aligned with acoustic embedding to decode perceived speech without sur-
gical intervention [12—14]. However, these approaches require either neurosurgery with associated risks
and costs, or placement of multiple electrodes or sensors in direct contact with the scalp. These results
underscore the feasibility of neural speech decoding and highlight the need to develop contactless inter-
faces to extend such capabilities to broader populations.

Laser speckle pattern (SP) imaging offers a promising pathway toward contactless neural monitor-
ing. It provides a noninvasive method for detecting subtle physiological changes associated with brain
activity. When tissue is illuminated by coherent light, the resulting SPs encode temporal surface displace-
ments that can be recorded as a high-frame-rate video. Unlike laser speckle contrast imaging, which ana-
lyzes temporal fluctuations in focal-plane patterns to assess blood flow [15-17], our approach is based
on capturing and processing secondary SPs in the defocused plane. SPs are sensitive to micro-vibrations
induced by hemodynamic pulsations and neurovascular coupling [18, 19]. Prior studies have shown that
machine learning applied to secondary SP videos can localize stimulus-evoked cortical responses [20]
and distinguish between comprehensible and incomprehensible speech [21]. These findings demonstrate
that SP imaging is sensitive to subtle, region-specific neural dynamics, motivating its application to silent
speech decoding.

For speech-based BCIs, the choice of cortical target is critical. The motor cortex supports articulatory
planning and movement-related activity [10]. In contrast, Broca’s area, located in the left inferior frontal
gyrus (Brodmann areas 44 and 45), is implicated in phonetic and linguistic planning upstream of motor
execution. Crucially, Broca’s area is activated during both an overt and silent inner speech [22],making
it an ideal target for decoding inner speech without vocalization. Targeting Broca’s area is therefore well-
suited for decoding phonetic inner speech, particularly when the motor cortex function is compromised.
For example, in PD, dysarthria typically arises from motor control dysfunction rather than from damage
to Broca’s area. Language lateralization provides a consistent anatomical landmark: approximately 95%
of right-handed and 70% of left-handed individuals exhibit left-hemisphere language dominance [23],
reducing inter-subject anatomical variability.

In this study, we investigated whether a contactless optical BCI allows decoding inner speech by
analyzing secondary SPs reflected from the scalp overlying Broca’s area. The tested participants silently
voiced the words ‘yes’ or ‘no’ in an inner speech, without vocalization or overt movement. A green laser
illuminated the scalp region above Broca’s area and recorded high-frame-rate video of the back-scattered
SPs. Al-based models trained on speckle video sequences were then tested for their ability to distin-
guish between the two internally generated cognitive states, ‘yes’ or ‘no’. This approach provides proof
of concept for remote neural decoding of binary inner speech. Two of the eleven participants represented
boundary cases: one in the cross-subject generalization setting, likely due to atypical language lateraliza-
tion in the only left-handed participant with right-hemisphere Broca’s area, and one in the calibration
setting whose performance improved substantially with extended model pretraining. These cases help
define the current scope and limitations of the approach.

The novelty of the present work lies in introducing a new photonic sensing paradigm for neural-state
readout. We demonstrate that temporally evolving secondary SPs recorded in a deliberately defocused
configuration contain sufficient information to decode specific internally generated linguistic content.
Unlike conventional speckle-imaging approaches that rely on spatially resolved vascular imaging, the pro-
posed method operates in a non-imaging regime in which micro-displacements are converted into mea-
surable translational speckle dynamics. Whereas previous work identified broad states of comprehension
[21],this research is the first to decode specific, internally generated linguistic content (‘yes’ vs ‘no’)
using SPs, thereby marking a transition from state discrimination toward content-level decoding. To our
knowledge, this is the first demonstration that defocused secondary speckle fields can be used for con-
tactless content-level decoding of inner speech from Broca’s area, suggesting a new application domain
for coherent optical sensing and secondary-speckle physics.

We employed a two-stage computational framework combining self-supervised learning with
lightweight classifier adaptation. A convolutional long short-term memory (ConvLSTM) neural network
[24] was evaluated in both within-subject and cross-subject generalization experiments. For rapid cali-
bration, a long-video masked-embedding autoencoder (LV-MAE) [25] was pre-trained on the data from
nine subjects, learning generalizable spatiotemporal representations of speckle dynamics. For each new
subject, an XGBoost classifier [26] was trained on embeddings extracted from just one minute of record-
ing, enabling personalized decoding with minimal calibration burden.

This work represents an initial feasibility step toward contactless optical decoding of binary inner
speech. Although the present study is limited to healthy volunteers, controlled laboratory conditions, and
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a two-class task, the results motivate future studies that evaluate larger vocabularies, clinical populations,
longitudinal robustness, and less constrained recording conditions.

2. Results

Binary inner speech states (‘yes’ vs ‘no’) were decoded from speckle-pattern videos recorded over Broca’s
area using deep learning. Data comprising 3.64 million video frames were collected from 10 healthy par-
ticipants (7 M/3 F, ages 22-78, 8 right-handed/2 left-handed; table 3) during recording sessions con-
ducted at least 1 h apart (morning and midday). Classification performance was evaluated on short
temporal segments (40 ms) and after temporal aggregation over 1 s. Unless otherwise stated, results are
reported on held-out test data constructed at the 20 s clip level to prevent data leakage. Experimental
design and evaluation procedures are detailed in the methods, figure 6, and tables 1-3.

2.1. Cross-subject generalization with 1 min sequential calibration per class

Cross-subject generalization with calibration was evaluated using leave-one-subject-out (LOSO) splits
with 1 min calibration per class for the held-out subject. For each split, an LV-MAE model pretrained
(for 30 epochs, see methods) on 9 subjects was used for embedding extraction from the held-out subject
data, followed by XGBoost training on the calibration embeddings (40 s for training and subsequent

20 s for validation) and testing on non-overlapping recordings acquired later in the session emulating

a deployment scenario in which calibration precedes use (see methods). ROC-optimal thresholds were
selected on the validation set.

For binary inner speech classification across 10 splits, mean AUC = 0.97 and accuracy = 95.68%
on 40-ms inputs, with inter-subject variability of 0.073 percentage points (pp) in AUC and 9.3 pp in
accuracy. After 1 s temporal aggregation, performance approached ceiling levels, with AUC effectively
at ceiling (>0.99), and a mean accuracy of 98.18% (range: 94.44%-100%). Ceiling effects limit formal
hypothesis testing of mean differences. Detailed results, summary statistics, and 95% confidence inter-
vals are reported in table 2, which includes Broca’s area data from an additional participant (subject 11)
acquired during the control-strengthening experiments. Confusion matrices for 40 ms and 1 s evalua-
tions are shown in figure 2(a), and summary performance is illustrated in figure 1.

Bar plots show AUC, accuracy, and F1 score for per 40 ms and 1 s aggregated evaluations, and
Cohen’s k for the aggregated evaluation, across LOSO splits and their mean. Embeddings were extracted
from an LV-MAE model pretrained for 30 epochs, and an XGBoost classifier was trained on 1 min
of held-out subject data. Inputs were min—max normalized (gain x10) per 40 ms chunks. Mean
AUC = 0.97 and accuracy = 95.68% on 40 ms inputs, improving to near-ceiling performance after 1 s
aggregation (see table 2).

For the outlier (subject 10; table 2), classification performance on 40-ms inputs improved when LV-
MAE pretraining was extended to 50 epochs (AUC 0.77—0.95; accuracy 69.81%—88.13%), as reflected
in confusion-matrix comparisons (figure 2(b)), summary metrics (supplementary table 5), and ROC
curves (supplementary figure 4). An exploratory cross-session analysis for subject 2 is reported in the
supplementary materials.

2.2. Effect of normalization

Approaches with and without held-out subject data normalization were compared (table 2; methods).
At the 40 ms chunk level, normalization produced a small but consistent improvement over the non-
normalized baseline across all subjects, reflected in paired increases in AUC, accuracy, and F1 score
(paired Wilcoxon signed-rank test; AUC p < 0.01, accuracy p < 0.005, F1 p < 0.01; n = 10). Although
absolute effect sizes were modest and confidence intervals partially overlapped, the effect direction

was consistent across subjects. Following 1-s temporal aggregation, performance in both conditions
approached ceiling levels, precluding meaningful hypothesis testing of mean differences. However, nor-
malization was associated with reduced inter-subject variability, suggesting improved stability of decod-
ing performance.

Additional analyses confirmed comparable statistics between 20 s clips and their 40 ms chunks (sup-
plementary table 6) and similar performance when the held-out subject min-max normalization (with
gain = 10) was applied at either 20 s clip or 40 ms chunk granularity (supplementary table 7; table 2),
reflecting the different normalization scales used for efficient training (20 s clip-level) and inference-
aligned evaluation (40 ms chunk-level).



Table 1. Broca’s Area vs Forehead Decoding Performance. ConvLSTM models were trained on morning Broca’s area recordings and evaluated on Broca’s area and forehead (control) recordings acquired during the same-day midday
session, with matched data volumes for both regions. Subject 5 appears twice: retraining the model using morning data collected under a continuous-response protocol (5_2, table 3) improved Broca’s area decoding (figure 4), while
forehead performance remained at chance, indicating that the initial reduction was associated with the sparse-cue protocol. The model for subject 2 was trained using the morning recording of 3000 chunks, paired with midday
recordings from the same day. Training data for all the other subjects, all acquired with a continuous-response protocol, are summarized in table 3.

Classification results
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N Broca/forehead control validation sets (midday) Broca’s area Forehead (control)
40 ms 1s ls

Subj # Gender Dominant hand Train set notes Frames number 1 s chunks 40 ms chunks AUC Acc (%) AUC AUC Acc (%)
1 M Right b 120 000 120 3000 1.000 99.9 1.000 0.08 50.0
2 M Right b 40 000 40 1000 0.927 97.5 1.000 0.10 50.0
3 F Right b 100 000 100 2500 0.935 99.5 1.000 1.00 99.5
4 M Right b 100 000 100 2500 0.977 99.0 1.000 0.70 69.2
5 M Right 52 120 000 120 3000 0.530 65.0 0.650 0.37 50.5
5_2b 200 000 200 5000 0.670 96.0 0.990 0.37 50.5
6 M Left b 200 000 200 5000 0.902 99.5 1.000 0.00 50.0
7 F Right b 200 000 200 5000 0.878 99.5 1.000 0.00 50.0
8 M Right b 200 000 200 5000 0.850 99.5 1.000 0.53 54.5
9 M Left b 200 000 200 5000 0.930 99.5 1.000 0.10 50.0
10 F Right b 200 000 200 5000 0.734 98.0 0.999 0.00 50.0

2 Stands for ‘when trained on a dataset collected with a sparse cue protocol’.
b Stands for ‘when trained on a dataset acquired using a continuous-response protocol’.

1 12 [e82S N



Table 2. Classification performance with 1 min calibration. The LV-MAE models were pretrained for 30 epochs on nine subjects using a leave-one-subject-out scheme (10 splits). An XGBoost classifier was trained on embeddings
from the first 40 s of recordings (1 000 embeddings per class) and validated on the subsequent 20 s. With hold-out subject data min-max normalized (gain X 10), mean performance for 40 ms inputs was AUC = 0.97 (95% CI:
0.927-0.999) and accuracy = 95.68% (95% CI: 89.40-99.38%), with near-ceiling AUC and accuracy = 98.18% (95% CI: 97.10-99.12%) after 1 s aggregation. ROC curves and confusion matrices in supplementary figures 6—7.
Without normalization, performance was lower (40 ms: AUC = 0.95, accuracy = 91.98%; 1 s: AUC = 1.0, accuracy 96.42%). Test-set composition and aggregation details are described in the methods section.

Broca’s area

40 ms of input 1 s of aggregated input (40 x 25 frames)
No norm Normalized No norm Normalized
Split Subjin test AUC Acc % F1 AUC Acc % F1 Nin test * AUC Acc % F1 K AUC Acc % F1 K N in test**
0 11 0.845 76.73 0.77 0.924 85.99 0.86 9000 1.00 79.41 0.74 0.59 1 91.18 0.90 0.82 340
1 10 0.727 66.73 0.67 0.765 69.80 0.70 8500 0.99 96.76 0.97 0.94 1 97.94 0.98 0.96 340
2 9 0.877 79.45 0.80 0.999 98.15 0.98 8500 1.00 86.77 0.85 0.74 1 97.06 0.97 0.94 340
3 8 0.991 95.31 0.95 1.000 99.62 1.00 8500 1.00 95.59 0.95 0.91 1 99.41 0.99 0.99 340
4 7 0.988 93.40 0.94 0.992 95.19 0.95 8500 1.00 96.47 0.96 0.93 1 100 1.00 1.00 340
5 6 1.000 99.75 1.00 0.999 99.89 1.00 8500 1.00 97.65 0.98 0.95 1 97.35 0.97 0.95 340
6 5 1.000 99.14 0.99 0.998 99.84 1.00 8500 1.00 95.29 0.95 0.91 1 99.71 1.00 0.99 340
7 4 1.000 99.11 0.99 0.999 99.94 1.00 3500 1.00 97.14 0.97 0.94 1 100 1.00 1.00 140
8 3 0.962 89.00 0.89 0.988 94.67 0.95 4500 1.00 99.44 0.99 0.99 1 94.44 0.94 0.89 180
9 2 1.000 99.33 0.99 0.999 99.85 1.00 8500 1.00 99.12 0.99 0.98 1 98.53 0.99 0.97 340
10 1 0.999 98.60 0.99 0.999 99.88 1.00 8500 1.00 100 1.00 1.00 1 97.35 0.97 0.95 340
Mean s1-10 0.954 91.98 0.92 0.969 94.80 0.95 — 1.00 96.42 0.96 0.93 1 97.54 0.97 0.95 —
Std s1-10 0.090 10.94 0.11 0.073 9.31 0.09 — — 3.75 0.04 0.07 — 1.74 0.02 0.03 —
CI95% s1-10 0.890-0.995 84.89-97.60 0.85-0.98 0.92—-1.00 89.4-99.38 0.89-0.99 — 0.997-1.000 93.89-98.22 0.93-0.98 0.88-0.96 97.10-99.12 0.97-0.99 0.94-0.98 —

‘N in test *” denotes the number of 40-frame (= 40 ms) chunks in the test set, ‘N in test **” denotes the number of 1000-frame (= 1 s) input segments, Subj = Subject, K = Cohen’s Kappa.
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Table 3. Subject demographics and morning-session training data. Number of video clips per class (yes/no) from morning recording sessions used for calibration and cross-subject generalization.

Recordings were obtained using a continuous-response protocol, with 20 s clips at 1000 frames per second. Most subjects (1, 2, 5-10) contributed 10 clips per class; subjects 3 and 4 contributed
6 and 5 clips per class, respectively. For subject 2, the morning dataset shown here is distinct from the smaller sample used for the per-subject region-control experiment (table 1); for subject 5,
sample 5_2 was used. The full dataset comprises 3640 000 frames from 10 subjects (ages 22—78; 3 F, 7 M; 8 right-handed, 2 left-handed).

subject # Gender Dominant hand Age N ‘yes’ 20 s clips N, ‘no’ 20 s clips N, ‘yes’ 40 ms chunks N, ‘no’ 40 ms chunks total frames #
1 m Right 78 10 10 5000 5000 400 000
2 m Right 62 10 10 5000 5000 400 000
3 f Right 41-50 6 3000 3000 240 000
4 m Left 31-40 5 2500 2500 200 000
5 (set5_2) m Right 54 10 10 5000 5000 400 000
6 m Left 51 10 10 5000 5000 400 000
7 f Right 22-30 10 10 5000 5000 400 000
8 m Right 22-30 10 10 5000 5000 400 000
9 m Left 22-30 10 10 5000 5000 400 000
10 f Right 31-40 10 10 5000 5000 400 000
11 M Right 22-30 10 10 5000 5000 400 000

N yes clips’ denotes the number of speckle-pattern video clips recorded over Broca’s area during silent ‘yes, and ‘N no clips’ the corresponding number recorded during silent ‘no. ‘N yes chunks’

denotes the number of 40-frame temporal chunks extracted from ‘yes’ recordings, and ‘N no chunks’ is defined analogously.
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XGBoost classifier performance across 10 cross-subject splits (chunk vs. aggregated)
B AUC 40ms s Acc 40ms B F140ms Kappa 1s
AUC 1s Acc 1s Fl1s 120%
1.0
1100%
0.8
180%
%
o 0.6 =
s 60% ®
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Split No.

Figure 1. Cross-subject generalization with 1 min calibration on normalized data.

Confusion Matrix (test, per chunk) Confusion Matrix (test, 1 sec aggregation)
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Conf. Matrix (test, 40-ms, LVMAE-30) Conf. Matrix (test, 40-ms, LVMAE-50), Subj. 10

3394 856
(79.9%) (20.1%)
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True label
True label

1710 2540
(40.2%) (59.8%)

431 3819
(10.1%) (89.9%)

0 1 0 1
Predicted label Predicted label (b)
Figure 2. Confusion-matrix analysis of cross-subject decoding performance. (a) Mean confusion matrices for XGBoost classifiers
trained on LV-MAE embeddings using 1 min calibration data from a held-out subject (10 LOSO splits). Left: per-chunk evalu-
ation (40 ms chunks, N = 76 000). Right: performance after 1 s temporal aggregation (N = 3 040). Embeddings were extracted
from an LV-MAE model pretrained for 30 epochs. (b) Effect of LV-MAE pretraining duration (30 vs 50 epochs) on decoding
performance for an outlier subject (subject 10). Class 0 corresponds to a silent ‘yes’ and class 1 to a silent ‘no’.

2.3. Cross-subject generalization with minimal validation data (20 s per class)
Generalization to unseen subjects was evaluated on the same dataset (table 3) using 10 LOSO splits. For
each split, an XGBoost classifier was trained on LV-MAE embeddings from the nine training subjects,

7
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Performance under 1-second aggregation (Broca vs. Forehead)

AUC (Broca, 1 sec aggregation) Accuracy (Broca, 1 sec aggregation)
AUC (Forehead, 1 sec aggregation) Accuracy (Forehead, 1 sec aggregation)
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Figure 3. Anatomical specificity of decoding: Broca’s area vs forehead.

using the pretrained LV-MAE model (30 epochs) corresponding to that split. The validation was per-
formed on one 20 s clip per class (500 non-overlapping 40-ms chunks) from the held-out subject, and
testing was conducted on the remaining non-overlapping clips from that subject. All ROC-optimal clas-
sification thresholds were determined from performance on the validation sets. Normalization of the
XGBoost training and validation data was treated as a hyperparameter, and the test data were always
normalized using the scheme selected on the validation set.

Across 11 splits, comprising the 10 original leave-one-out splits and one additional split for subject
11, mean AUC = 0.79 and accuracy = 75.16% on 40 ms inputs, and mean AUC = 0.93 with accu-
racy = 88.04% after 1 s aggregation (table 4), with above-chance decoding in 10/11 splits. For subjects
1-8 and 11, for 1 s inputs, the AUC range was 0.97-1.00, and the accuracy was 84.44-100%.

Two outliers were observed. One of the outliers, subject 10 (female), with AUC 0.77 and accuracy
70.6% on 1 s inputs, reached an AUC of 0.97 and an accuracy 92.50% in an exploratory analysis when
XGBoost training was restricted to female subjects (supplementary table 4). Another outlier was subject
9 (with right lateralized Broca’s area). When the split with subject 9 in the test was excluded, the mean
AUC was 0.82 and accuracy was 77.50% on 40 ms inputs, and the mean AUC was 0.98 and accuracy
was 91.83% after 1 s aggregation (table 4).

2.4. Control region evaluation (Broca’s area vs forehead)

Control experiments were conducted to assess whether a cortical signal component is present and suf-
ficient for decoding. The forehead control and cross-subject control analyses tested whether motion-
related artifacts (e.g. subtle facial or tongue movements) alone can drive classification and whether a
cortical signal component remains decodable in their presence.

Forehead control analysis
Per-subject ConvLSTM models, trained on morning Broca-area recordings (supplementary figures 1-2),
were validated on same-day midday forehead recordings from the same subjects (figure 6(d)) and com-
pared with performance on midday Broca-area recordings acquired under identical protocols (table 1,
Methods). For forehead recordings, mean AUC on 1 s inputs was 0.29, compared with 0.96 for Broca’s
area, consistent with below-chance separability. Even after post hoc threshold optimization to maximize
forehead performance, the mean accuracy on forehead recordings reached only 57.00%, versus 96.00%
for Broca-area recordings under identical optimization (table 1, figures 3 and 4, supplementary figure 8).
This pattern is also illustrated qualitatively by the unsupervised separability analysis (figure 5), in
which Broca’s area embeddings show clearer class structure, whereas the corresponding forehead embed-
dings show weaker or less consistent separation across subjects.



Table 4. Generalization performance the LV-MAE was pretrained for 30 epochs (train/validation = 80/20) on 9 subjects, using a leave-one-out scheme across the original 10 subjects (10 splits), on morning recordings (table 3). An
XGBoost classifier was trained on the resulting LV-MAE embeddings from the same 9 subjects, validated on one clip per class (20 s, corresponding to 500 non-overlapping 40 ms chunks) from an unseen subject, and tested on the
remaining clips from that subject. Normalization of the XGBoost training and validation sets was treated as a hyperparameter; the test set used the same normalization as the validation set. For 10 subjects (1-8, 10-11), the mean

AUC on 40 ms chunks was 0.82 with a mean accuracy of 77.50%. On 1 s temporal aggregation, performance increased to a mean AUC of 0.98 and accuracy of 91.8%. Performance for the only left-handed subject with

right-hemisphere language lateralization (subject 9) was near chance. When all 11 subjects were included, the mean AUC on 40 ms chunks was 0.79 (95% CI: 0.68-0.90), with a mean accuracy of 75.16% (95% CI: 65.54—84.79%),

increasing to a mean AUC of 0.93 (95% CI: 0.832—1.000) and accuracy of 88.04% (95% CI: 77.74-98.34%) on 1 s inputs

Broca’s area

40 ms of input 1 s of input

s subj in test norm on train norm on val AUC Acc % F1 N in test * AUC Acc % F1 K N in test
0 11 yes yes 0.791 73.18 0.73 9000 0.999 94.17 0.94 0.88 360
1 10 no yes 0.574 59.01 0.59 9000 0.771 70.56 0.71 0.41 360
2 9 no no 0.509 51.50 0.52 9000 0.531 50.00 0.45 0.00 360
3 8 yes yes 0.915 87.99 0.88 9000 1.000 84.40 0.82 0.69 360
4 7 yes no 0.632 61.83 0.62 9000 0.970 88.89 0.88 0.78 360
5 6 yes no 0.858 83.52 0.84 9000 1.000 99.44 0.99 0.99 360
6 5 no no 0.703 63.34 0.63 9000 0.992 88.89 0.88 0.78 360
7 4 yes yes 0.958 89.52 0.90 4000 1.000 95.63 0.95 0.91 160
8 3 yes yes 0.846 78.30 0.78 5000 0.990 96.50 0.96 0.93 200
9 2 yes yes 0.980 94.82 0.95 9000 1.000 100 1.00 1.00 360
10 1 yes yes 0.895 83.80 0.84 9000 1.000 100 1.00 0.95 360
Mean on subj: 1-8, 10-11 0.817 77.50 0.78 — 0.976 91.83 0.91 0.84 —
SD on subj: 1-8, 10-11 0.15 13.27 0.13 — 0.07 9.70 0.10 0.19 —
95% CI on subj: 1-8, 10-11 0.72-0.91 69.44— 86.11 0.69-0.86 — 0.925-0.999 85.00-96.91 0.84-0.96 0.70-0.93 —_

In the table, ‘N in test®” = number of 40-frame test chunks; ‘N in test’ = number of 1 s segments; k = Cohen’s kappa; s# = split number. ‘Norm on train/validation’ indicates whether normalization was applied to the XGBoost

training/validation sets. LV-MAE inputs were always normalized. Norm = Min-max normalization + gain 10 per 20-s-clips for training data and per-40-ms for held-out subject data.
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Figure 4. Per-subject decoding performance across temporally separated sessions.

Cross-subject control analysis

To assess cortical-associated contributions to decoding in the presence of motion-related artifacts, we
performed a targeted control analysis on subject 3, who exhibited high performance for both Broca’s
area and the forehead (table 1, figure 3). A ConvLSTM model was trained on data of subjects exhibiting
chance-level forehead performance (subjects 7-10, morning samples, table 3), biasing the model toward
patterns not associated with motion-driven separability. Applied to subject 3’s Broca-area morning sam-
ple, this cortical-selective model showed AUC of 0.87 (supplementary figure 3). This supports the con-
clusion that subject 3’s data contains both cortical contributions and motion artifacts, thereby validating
its inclusion in cross-subject generalization experiments.

Across 10 subjects, the mean AUC was 0.29 (forehead) vs 0.96 (Broca’s area), with accuracy 57% vs
96%, respectively, on the control validation set (table 1). For 9/10 subjects, forehead classification met-
rics were substantially lower than those from Broca’s area and remained near chance for 8/10 subjects
(AUC < 0.54, accuracy < 55%). Two subjects (subject 3 and subject 4) showed elevated forehead per-
formance. However, subject 4 remained well below Broca-area decoding (AUC 0.70 vs 1.0). Subject 3’s
elevated forehead performance was examined using a control model trained on subjects 7-10, which
achieved AUC 0.87 on subject 3’s Broca-area data (supplementary figure 3).

Influence of motion artifacts

During a recording with self-reported tongue movements (recording 7_m, supplementary table 3), fore-
head classification metrics were (AUC = 0.990, accuracy = 95.50%), comparable to Broca-area per-
formance (AUC = 0.994, accuracy = 95.50%). When the recording was repeated under stricter facial
immobility (recording 7, table 1), forehead performance dropped (AUC < 0.50, accuracy = 50.00%),
while Broca-area decoding remained high (AUC 1.000, accuracy 99.50%).

AUC values per subject on the held-out test set. Comparing performance on 40 ms and 1 s of input
(aggregation). All results were derived from recordings over Broca’s area, with training and validation
performed on morning sessions, and testing conducted on non-overlapping midday sessions (table 1).

To further assess whether the signal recorded over Broca’s area could reflect peripheral articulatory
muscle activity rather than cortical dynamics, we recorded from the mandibular region (figure 6(e)),

a non-cortical site near the orofacial musculature.?’ In an exploratory analysis of three subjects,
mandibular-region recordings showed no consistent class structure, in contrast to same-session Broca’s
area recordings (figures 5(c) and (d)).

Together, these results demonstrate reliable decoding of binary inner speech from Broca’s area using
contactless speckle-pattern analysis with short subject-specific calibration, as well as initial evidence for
cross-subject generalization following brief threshold calibration. In the cross-subject generalization
experiment, performance across all 11 participants reached a mean AUC of 0.93 and an accuracy of
88.04% on 1 s inputs, with above-chance decoding in 10-11 participants. The only near-chance result
was observed in the single left-handed participant with right-hemisphere language lateralization (subject
9). Although exploratory, this observation suggests the possibility that atypical lateralization may be a
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Figure 5. Unsupervised separability analysis on 160 ms inputs, approximately corresponding to the duration of a single sylla-
ble in English. LV-MAE embeddings from Broca’s area show clearer class structure, whereas the corresponding forehead (Fpz)
embeddings show weaker or less consistent separation across subjects. (a) Broca’s area. (b) Forehead (Fpz). (c) Mandibular
region. Exploratory analysis on 3 subjects. Subject 11 is new (not in the original 10), and subjects 3 and 5 are from the orig-
inal cohort. (d) Broca’s area recordings acquired in the same sessions as the mandibular region recordings in (c), shown for
comparison.

factor limiting generalization from models trained primarily on left-hemisphere Broca-area recordings
and warrants further investigation in a larger cohort.

3. Discussion

This study provides a proof of concept that internally generated binary speech states (‘yes’ versus ‘no’)
can be decoded remotely, without electrodes or implants, using optical speckle dynamics over the lan-
guage cortex, with minimal calibration. We collected a dataset comprising millions of speckle-pattern

video frames captured at 1000 fps from Broca’s area across 10 subjects performing inner speech tasks

(demographics: table 3).
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The central contribution of this work is the first, to our knowledge, demonstration of contactless
decoding of specific internally generated linguistic content from Broca’s area using defocused secondary
speckle dynamics. Specifically, the present study shows that defocused speckle-pattern videos contain suf-
ficient information to distinguish the silently generated linguistic content ‘yes’ and ‘no’ without physical
contact, overt speech, electrodes, or implanted sensors. In the defocused non-imaging configuration used
here, task-related cortical activity is associated with surface micro-displacements that are converted into
measurable translational dynamics of secondary SPs. The self-supervised LV-MAE framework provides
compact representations of these temporal dynamics, enabling rapid subject-specific calibration using
only a lightweight downstream classifier. More broadly, the study establishes a non-imaging photonic
sensing regime in which temporally evolving secondary speckle dynamics carry sufficient information to
decode cortical linguistic states.

In addition, to our knowledge, this is the first adaptation of LV-MAE hierarchical video autoencoders
to contactless cortical speckle-pattern decoding. This enables transferable representations that support
accurate decoding with short subject-specific calibration. In a companion speech-comprehension study,
the same autoencoders generalized to a different cortical region with less than 2 min of labelled calibra-
tion data, supporting the broader applicability of the framework.

Using one minute of calibration data from an unseen subject, the pipeline (figure 7) achieved
strong performance (mean AUC = 0.97, accuracy = 95.7% across 10 leave-one-out splits), with further
improvement after 1 s temporal aggregation (table 2). We propose the use of the LV-MAE architecture
for speckle-pattern analysis and demonstrate its effectiveness in addressing cross-subject variability by
enabling efficient feature extraction. A lightweight XGBoost classifier trained on minimal labelled target-
subject data was sufficient for classification following LV-MAE feature extraction.

The resulting pipeline supports near-real-time inference (see methods) in the current experimental
implementation, suggesting that short calibration may be feasible under controlled laboratory conditions.
However, practical deployment will require validation under less constrained conditions and in target
user populations. This application of the LV-MAE architecture to cortical speckle-pattern video provides
a methodological basis for future studies of contactless optical decoding.

We additionally explored whether cross-subject generalization could reduce or eliminate calibration
requirements, revealing both promise and current limitations. In cross-validation experiments, the mean
AUC was 0.93, with an accuracy of 87.4% for 1 s inputs. While encouraging, performance varied sub-
stantially across individuals (supplementary table 4), and optimal performance still required minimal
target-subject data (20 s clips per class) for model and threshold selection.

Several lines of evidence argue against the possibility that the decoded signal arises primarily
from superficial hemodynamics, skin motion, subtle tongue or jaw movements, facial muscle micro-
contractions, or other systemic physiological fluctuations rather than from cortical activity. These include
spatial specificity, as shown by the forehead control condition (mean AUC = 0.29 vs 0.96 for Broca’s
area); within-subject motion-artifact isolation, based on prospectively acquired artifact-present and
artifact-suppressed recordings; and temporal specificity, with successful classification on 40 ms segments,
a timescale much faster than cardiac, respiratory, or Mayer-wave oscillations [27, 28]. Further support
comes from the weaker and less consistent class structure observed in forehead embeddings (figure 5)
and from cross-region transfer to a comprehension task in Wernicke’s area [29]. In addition, a cortical-
selective classifier trained exclusively on subjects showing no forehead decoding achieved an AUC of
0.87 on data from a subject who exhibited above-chance forehead decoding, supporting the interpreta-
tion that cortical signals remain present and decodable even in recordings affected by motion artifacts.

The proposed physiological interpretation of the decoded signal is consistent with a mechanical man-
ifestation of neurovascular coupling. Task-related neural activity in Broca’s area induces local neurovas-
cular responses, including changes in cerebral blood flow, consistent with established fMRI and fNIRS
literature [30]. These hemodynamic changes can give rise to mechanical pulsations of brain tissue and
overlying structures that may propagate to the scalp surface as micro-displacements detectable by defo-
cused secondary speckle imaging. Prior studies using ultrasound [31], magnetic resonance elastography
[32, 33], and non-invasive cranial deformation sensing [34, 35] support the plausibility of this transmis-
sion pathway. In addition, prior work using the same laser wavelength and defocused secondary speckle
imaging has demonstrated sensitivity to brain-related dynamics, including correspondence with concur-
rent EEG recordings of cortical sensory activation [20].

To assess robustness to optical repositioning, we evaluated per-subject classifiers on temporally sepa-
rated recordings (>1 h apart on the same day) with deliberate repositioning and potential angle changes.
Classifiers maintained rank ordering (AUC preserved when models trained on initial recordings were
tested on repositioned recordings, table 1), indicating that learned features generalize across positional
variations, although optimal accuracy required threshold adjustment due to optical geometry changes.

12



10P Publishing

J. Phys. Photonics 8 (2026) 035025 N Segal et al

Several important limitations warrant consideration. First, subject variability remains substantial, par-
ticularly for cross-subject generalization without calibration. With only 10 subjects (3 female, ages 22—
78), our cohort is insufficient for population-level inference, yielding wide confidence intervals and pre-
cluding meaningful demographic analyses. The observed effects related to sex, handedness, and task pro-
tocol should be interpreted as exploratory and hypothesis-generating rather than confirmatory. Second,
binary classification provides minimal communication bandwidth—whether this approach scales to
larger vocabularies remains an open question. Third, validation was conducted exclusively in healthy
volunteers under controlled laboratory conditions; translation to clinical populations (stroke, PD, ALS)
[1-4] is untested, and real-world robustness to ambient lighting, head movement, and day-to-day vari-
ability remains unassessed. Fourth, long-term temporal stability remains unvalidated. In one subject,
retested one month later, classifier rank ordering was preserved. Still, a minimal threshold recalibration
was necessary to achieve optimal accuracy (using 1 s of data per class), indicating potential drift in sig-
nal characteristics over time. Systematic longitudinal assessment across multiple subjects and timepoints
is required to establish session-to-session reliability. These constraints indicate this work represents an
initial feasibility demonstration rather than a deployable technology.

In separate work by our group, the same photonic sensing and self-supervised framework successfully
generalized to four silently generated words (‘help, ‘tea, ‘stop, and ‘home’) in 15 participants, and did
so under 850 nm NIR illumination rather than the 532 nm visible wavelength employed here, suggesting
that the approach may extend beyond binary vocabulary and a single illumination wavelength.

Beyond the present proof of concept, the defocused speckle framework is amenable to photonics-
oriented extensions in illumination, detection, and sensor architecture. For instance, multi-wavelength
sensing could help distinguish signals originating from different tissue layers.

Future research should prioritize vocabulary expansion beyond binary tasks to support practical com-
munication. The autoencoder architecture may reduce the amount of labeled data required for future
vocabulary expansion, but this remains to be tested systematically. Studies must also employ larger, more
demographically diverse cohorts to systematically evaluate sources of inter-individual variability and
establish population-level performance characteristics. Clinical validation in patient populations under
real-world conditions will be crucial for assessing translational feasibility. Additionally, systematic assess-
ment of longitudinal stability, including inter-session performance and robustness to varying experimen-
tal conditions, will be essential for determining clinical reliability and practical deployment potential. If
these challenges can be addressed, contactless speckle-based approaches may complement existing BCI
modalities, addressing populations for whom surgery or sustained electrode contact is impractical.

4. Methods

4.1. Experimental setup

We conducted experiments on 10 healthy participants (ages 22—78; 3 female, 7 male, 2 left-handed;
table 1), all fluent in English. Participants generated inner speech (‘yes’ or ‘no’) without vocaliza-

tion or overt articulation. Speckle-pattern videos were recorded from the scalp overlying Broca’s area
(figure 6(b)), beginning >1s after the auditory instruction to initiate inner speech, ensuring separa-
tion from auditory cue processing. To assess whether classification reflected the contribution of cor-
tical signals rather than motion-related artifacts (i.e. tongue or jaw movements), control recordings
were acquired from the forehead, a region with no known role in speech generation. The forehead
(figure 6(d)) was recorded ~1 min after the corresponding Broca recording with matched numbers and
durations of speckle-pattern video clips, enabling direct comparison.

To account for repositioning effects, Broca’s area was re-localized prior to the control recordings, as
sensor placement necessarily differed for the forehead measurements (Morning Broca — Midday Broca
(re-localized) — Midday Forehead). This ensured that both Broca-area and forehead recordings were
acquired under comparable repositioning conditions within the same session. These control experiments
tested whether decoding could be achieved using non-cortical factors alone, or whether region-specific
cortical contributions were required for robust performance.

The experimental setup (figure 6(a)) comprised a 532 nm continuous-wave laser (LaserPPGL-210 F
CW, 300 mW) for scalp illumination, a Basler caA1440-220 ym camera with a Computar f55-mm lens,
set to defocus, to capture secondary SPs, a stabilized head support system, and a computer to record and
analyze the videos using an Al-based algorithm (figure 6(a)).

The defocused configuration approximated far-field conditions within a compact setup, enabling sur-
face tilts to appear as horizontal and vertical shifts in the SP, facilitating analysis. The camera operated
at a 128 x 128 pixel resolution and a ~700 pus exposure time. Data was acquired at 1000 fps to enable
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Figure 6. Experimental setup for contactless inner speech decoding. (a) A setup for subjects with left-hemisphere language later-
alization (representing ~95% of right-handed and ~70% of left-handed individuals). (b) Overall experimental setup for subjects
with left lateralization of Broca’s area. (c) Left hemisphere MRI from subject 2, for localization of Broca’s area. The top image
highlights Broca’s area in white, while the bottom image overlays additional schematic outlines of relevant cortical regions. (d)
Green laser illumination on the forehead control region. (e) Green-laser illumination of the mandibular control region.

temporal analysis of SP dynamics within 40 ms classification windows. This temporal resolution captures
rapid speckle fluctuations (millisecond timescale) associated with hemodynamic responses. The colli-
mated laser beam produced an approximately 1 cm diameter illumination spot on the scalp, correspond-
ing to a power density of approximately 0.057 mW mm™2, assuming 4.5 mW distributed over an illumi-
nated area of approximately 78.5 mm?. Speckle size in the raw images was ~16 pixels before downsizing,
ensuring sufficient visibility after down-sampling to 32 x 32 pixels via bilinear interpolation, which pre-
served motion dynamics despite minor edge blending.

The 532 nm green laser was selected over near-infrared alternatives to avoid double-speckle artifacts
from subsurface layers. Its visibility also enabled precise placement on the scalp. Positioned ~20 cm
from the head, this distance was chosen for convenience. Comparable performance can be achieved at
other similar distances, provided illumination and speckle quality are maintained. The laser beam was
directed approximately normal (~90) to the local scalp surface at the measurement site. Because the
method relies on backscattered speckle, diffuse light that scatters in directions unrelated to the inci-
dent beam, small deviations from the nominal illumination angle are not expected to dominate classi-
fication performance. The experiments were performed in a controlled laboratory environment with no
direct daylight and minimal noise. Participants were instructed to remain still, their hair was pinned,
and external disturbances were minimized. Despite operating below the 1 mW eye-safety threshold, par-
ticipants wore protective eyewear (figure 6(b)). The physical basis of the secondary SPs captured by the
defocused imaging configuration, including the governing optical expressions, is described in the section
below.

The location of the scalp area over Broca’s area was selected based on MRI overlays from two par-
ticipants aligned with head images (figure 6(c)). This anatomical reference was then transferred to the
remaining subjects. For 9 participants (8 right-handed and 1 left-handed), the left side was illuminated.
For one left-handed participant who showed no response on the left, the right hemisphere was targeted,
consistent with known right-lateralization in ~30% of left-handed individuals, yielding a strong response
(supplementary figure 5).

All participants signed an informed consent, and the study was approved by the Institutional Review
Board of Bar-Ilan University in accordance with the Declaration of Helsinki. IRB approval 290 425 572.
Participants consented to the use of their photographs and MRI data in this publication.
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4.2. Theory of the secondary SPs captured by a defocused camera

Unlike conventional laser speckle contrast approaches that estimate flow from spatial or local tempo-
ral contrast in focused vascular images, the present method operates in a deliberately defocused, non-
imaging regime in which information resides in the temporal evolution of the coherent secondary
speckle field. In this non-imaging configuration, task-related surface micro-displacements are converted
into measurable translational dynamics of secondary SPs. These speckle dynamics are then analysed
using hierarchical self-supervised autoencoders (LV-MAE; see data processing section) that capture tem-
poral structure across extended video segments.

When coherent light reflects from a rough surface, the returning wavefront acquires spatially varying
phase delays, producing a granular interference known as a SP. The exact intensity distribution depends
sensitively on surface microstructure, illumination geometry, wavelength, and propagation distance. In
the defocused, far-field configuration used here, the recorded SP is not bound to a fixed spatial struc-
ture. Instead, it reflects dynamic changes, primarily sub-micro tilting motions arising from neurovascu-
larly driven surface vibrations, that modulate the optical phase over time, leading to measurable speckle
displacement. These temporal fluctuations, captured in high-speed video sequences, serve as a remote
optical proxy for physiological micro motions. The expressions below describe the resulting SP field
and its measured intensity at the camera plane, which serve as the frame-level inputs to our decoding
pipeline. The speckle intensity distribution recorded by the imaging sensor is given by equation (1) [36—
38]

05 =1 [ [ T 070 o0~ Mt = My i (1)
Tin (x0,70) = // exp[i (x,y)]-exp[(mi) /(A Z_1)- ((x—x0)> + (¥ —y0)*) | dxdy (2)
M=((Z2+23-21)~F)/F (3)

where: T, is the Fresnel integral computed over the random phase ¢ arising from the surface roughness
given by equation (2), (x,y) denote the coordinates in the transverse plane, z_1 is the axial coordinate
[17], A is the optical wavelength, ¢ (x,y) is the random phase induced by surface roughness, d = (d xo,
d yo) is the distance between the object and the imaging plane, h (x,y) stands for the spatial impulse
response of the imaging system, M is the inverse magnification factor (equation (3)), (x,,ys) are the
coordinates in the sensor plane, and F is the focal length of the imaging lens.

In this study, temporal fluctuations in recorded defocused secondary SPs were analyzed as the
optical signal of interest. These fluctuations were interpreted as reflecting a mechanical manifesta-
tion of neurovascular coupling and, based on prior work using the same optical principle and laser
wavelength, as consistent with brain-related micro-motions associated with underlying physiologi-
cal activity. The detailed physiological rationale for this interpretation is addressed in the discussion.
Correspondence with concurrent EEG recordings under the same imaging principle was previously
reported by Kalyuzhner et al [20].

4.3. Dataset

The dataset comprises 3640 000 frames from morning sessions of 10 subjects (tables 3), 1 480 000
frames from their midday sessions (all from Broca’s area; table 1), and an additional 1480 000 frames
from the forehead region collected for region-control. Each video clip contains 20 s at 1000 frames per
second (fps). Within each session, yes/no clips were recorded without subject repositioning or equip-
ment recalibration. Morning sessions contained recordings from Broca’s area, and the midday sessions
included recordings from both Broca’s area and the forehead. During the morning sessions, we used a
continuous-response protocol in which subjects were instructed to continuously repeat one of the target
words (‘yes’ or ‘no’) in silent inner speech. For the midday sessions, we used a sparse-cue protocol in
which subjects responded ‘yes’ or ‘no’ via silent inner speech following an auditory cue (a beep). The
data breakdown, including the number of recorded videos per participant, is presented in table 1 (mid-
day) and table 3 (morning). Results were evaluated in 40 ms chunks and aggregated over 1 s of input
(probability averaged across 25 chunks, 40 ms each). Temporal aggregation (25 chunks per second)
yielded 1 s samples for evaluation.

Test set composition for the calibration experiment

Subjects 1-2 and 5-10 each contributed ten 20 s recordings per class (5 000 40 ms chunks at 1 000 fps),
see table 3, yielding 8 500 test chunks per subject after removing 1500 chunks per class used for cali-
bration. Subjects 3 and 4 contributed six and five recordings per class, yielding 4 500 and 1 750 test
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Figure 7. Data processing pipeline for calibration and generalization experiments.

chunks, respectively. Temporal aggregation (1/25) produced 340 1-s samples for subjects 1-2 and 5—
10 and 180 and 140 samples for subjects 3 and 4, respectively.

4.4 Data processing

Preprocessing

For all experiments, preprocessing before training or inference included dividing videos into 40-frame
chunks, down-sampling frames to 32 x 32 pixels, and converting them to grayscale to reduce the mem-
ory footprint. For the calibration experiment, an additional min-max normalization with an amplitude
gain of 10 was applied (excluding the temporal axis) per 20 s clips for training and per 40 ms chunks
for the unseen subject’s data.

Prevention of data leakage in calibration and generalization experiments

Train, validation, and test splits were defined at the level of the original 20 s recording clips. All 40 ms
chunks derived from a given clip were assigned exclusively to a single split, preventing overlap across
sets. For LV-MAE pretraining, the 9 training subjects were completely separated from the held-out
subject. For XGBoost training under the calibration strategy, the held-out subject’s data were divided
into temporally sequential, non-overlapping segments (first 40 s for training, next 20 s for valida-
tion, remainder for testing), with all chunks maintaining aligned boundaries so that no 40 ms chunk
appeared in multiple sets. All held-out subject data was normalized per 40 ms chunk, the same gran-
ularity used for inference, ensuring consistency between training and deployment while preventing any
cross-contamination across splits. Note that 20 s-level normalization would also prevent leakage given
the clip-based split boundaries, but 40 ms normalization was chosen to match the operational inference
granularity (40 ms) for real-time processing. The held-out test set was not used for model selection or
threshold determination.

LV-MAE-30e models

For the calibration and generalization experiments, LV-MAE [25] autoencoder (figure 7) was trained

on class-balanced morning recordings of secondary speckle-pattern videos (table 3) acquired during the
inner speech task (‘yes’ vs ‘no’). Ten LV-MAE models were pretrained in a self-supervised manner for

30 epochs (LV-MAE-30e) on morning data from 9 subjects using a LOSO scheme (10 splits). During the
inference, the pretrained LV-MAE-30e models for each 40 ms input chunk (40x32x32 tensor), extract
128-dimensional embeddings. Data used for training of LV-MAE-30e were min-max normalized with
amplitude scaling (gain = 10), applied per 20 s.

Motivation to use the LV-MAE architecture for data analysis
LV-MAE is a modern architecture with no prior use on brain imaging data; therefore, we provide this
motivation section. Self-supervised frameworks for long-video representation learning have recently
advanced the ability to model extended temporal structure. LV-MAE combines masked autoencoding
with embedding-level reconstruction, enabling efficient processing of sequences with extended temporal
dependencies and supporting scalable pretraining on unlabeled data. Using lightweight probing heads,
LV-MAE achieves state-of-the-art or near-state-of-the-art performance on multiple long-video bench-
marks, demonstrating its capacity to capture semantic relationships across extended time horizons [25].
By operating on short-segment embeddings and learning interactions across consecutive segments, rather
than reconstructing pixels, LV-MAE produces compact, meaningful representations that are transferable
to downstream tasks.

These properties are directly pertinent to BCI data derived from cortical speckle recordings, which
are characterized by low spatial resolution, but rich temporal dynamics captured over relatively long
high-frame-rate sequences (1000 fps, spanning 40 ms to 1 s).

Chosen LV-MAE architecture
LV-MAE architecture comprised ~2.58 million trainable parameters. The LV-MAE used an internal
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embedding dimension of 128, was trained with a batch size of 64, and employed CLS pooling, using the
final hidden state of the CLS token as the clip-level embedding. Important parameters: mask ratio = 0.9;
AdamW with learning rate = 1 x 10~%; weight decay = 0.05. Given a 40 ms chunk of input data

(40 ms) LV-MAE extracts 128-dimensional embedding.

Calibration procedure

For the calibration experiment, cross-subject generalization was evaluated using a LOSO approach with
10 splits. For each split, data from the held-out subject were min-max normalized per 40 ms segment
with amplitude scaling (gain = 10), and an LV-MAE-30-e (LV-MAE model pretrained for 30 epochs

on morning recordings from 9 subjects; table 3) was used to extract 128-dimensional embeddings from
40 ms segments (reducing 40 x 32 x 32 pixel tensors to 128-dimensional vectors). An XGBoost clas-
sifier was trained per split on embeddings from a contiguous 1 min calibration segment per class from
the beginning of the recording session (first 40 s per class for training, subsequent 20 s for validation),
yielding 1000 (40 s x 1 000 fps/40 ms chunks) training and 500 validation embeddings per class. The
classifier was tested on all subsequent non-overlapping recordings (=5 min), emulating a deployment
scenario in which calibration precedes use. A variant without normalization of held-out subject data was
also evaluated (table 2), and performance with versus without normalization was compared using paired
statistical tests (see results). Test-set composition varied across subjects and is detailed in the Dataset
subsection. Per-split classifier performance, as well as mean, 95% CI, and SD, for discriminating silent
‘yes’ versus ‘no’ inner speech, is summarized in table 2.

Potential for inference on cloud GPUs in real time

The resulting pipeline supports near-real-time inference (~1 M B s™! for 32 x 32 x 40 tensors). The
XGBoost classifier is computationally lightweight. LV-MAE embedding extraction is faster on a GPU. For
resource-constrained edge devices, real-time inference on cloud GPUs was evaluated analytically by cal-
culating data transfer rates and computational load. For a 40 ms input window, a 32 x 32 x 40 tensor
would be transmitted for the extraction of a 128-dimensional embedding.

Generalization experiment procedure
For the generalization experiment, per split, an XGBoost classifier was trained on embeddings extracted
using the same pretrained LV-MAE-30e model as in the calibration experiment, using morning data
from 9 subjects, validated on a small subset of the held-out subject’s data (one 20 s clip per class), and
tested on the remaining non-overlapping unseen-subject recordings (supplementary table 4).

All models were trained and evaluated on NVIDIA A100 GPUs.

Region-control

For region-control per-subject experiments, we used a small ConvLSTM-based DNN with ~60k train-
able parameters, as proposed by Segal et al [21]. (Supplementary figure 5, section 2 in [21]), due to
computational constraints (11 models and 21 evaluations were required).

Cross-subject validation of cortical signal

To verify the contribution of cortical signals in subjects with concurrent motion artifacts, we performed
an additional control analysis. A ConvLSTM model was trained using only data from subjects who
exhibited chance-level forehead decoding (subjects 9-10 for training, 7-8 for validation, subjects with
forehead AUC < 0.53 and accuracy < 55%). Because these subjects showed no discriminative forehead
signal, the model could only learn patterns specific to cortical activity in Broca’s area. Subject 3 data
were not included in the training or validation of this model, and the model architecture and data pre-
processing, postprocessing, and evaluation were identical to those used for forehead control testing.
This cortical-selective mode was then tested on subject 3’s Broca-area morning recordings to determine
whether cortical signals were present despite this subject’s high forehead performance. Performance was
evaluated on 1 s-aggregated samples (N = 240 chunks) and reported as AUC, and a confusion matrix
(supplementary figure 3).

4.5. Statistical information and metrics

We used the AUC metric as it measures the model’s ability to discriminate between classes across all pos-
sible decision thresholds, offering a threshold-independent evaluation of performance. The AUC-ROC
curve guides threshold selection for accuracy, F1, and Cohen’s Kappa metrics [39]. The experiment was
designed to maintain a balanced distribution between the two classes, allowing us to rely on the accuracy
metric.
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The amounts of data per experiment are given in tables 1-3 and referenced in the results section.
In the calibration experiments, one minute of data (60 000 frames at 1000 fps) was used for subject-
specific calibration, corresponding to 1 500 non-overlapping 40 ms chunks, balanced between classes.
Table 3 reports the total number of frames available for each subject in the per-subject morning sessions.
One minute of those recordings was used for training and validation of the XGBoost classifier (40 s for
training and 20 s for validation), and the remaining data were used for testing. The calibration experi-
ments used a leave-one-out protocol, 10-fold cross-validation across subjects. Standard deviation is com-
puted with the NumPy library using std (ddof = 1). Confidence intervals were computed using standard
percentile-based methods and are reported within the metric’s valid range. Statistical significance was
assessed using paired Wilcoxon signed-rank tests across subjects.

Statistical limitations

statistical inference was performed at the subject level (N = 10), using paired non-parametric tests to
account for within-subject comparisons between normalized and non-normalized conditions. While this
design avoids pseudo-replication arising from the large number of temporal chunks per subject, the
modest sample size limits the precision of effect-size estimation and the generalizability of population-
level conclusions. In addition, several performance metrics approached theoretical upper bounds after
temporal aggregation, resulting in ceiling effects that constrain the interpretability of mean differences
and formal significance testing. Confidence intervals were therefore emphasized alongside point esti-
mates, and post-aggregation comparisons were interpreted descriptively in terms of variability and sta-
bility rather than superiority. Future studies with larger and more diverse cohorts will be required to
quantify effect sizes more precisely and to assess generalization across broader populations and task
conditions.
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